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ABSTRACT
When a cluster system interconnects processor and I/O
nodes through a network, an optimal placement of I/O
nodes is critical to improve the overall system perfor-
mance by reducing its communication latency. In this pa-
per, we propose an efficient and scalable I/O node place-
ment scheme, called a relaxed quasi-perfect, for torus-
based interconnection networks using Lee distance error-
correcting code. It provides a more general placement than
the previous quasi-perfect placement [1]. We also suggest
a fault-tolerant scheme using our I/O placement model for
a guaranteed performance. Simulation results show that
our scheme provides 53% speed-up over the quasi-perfect.
Also the fault tolerant scheme provides a graceful slow-
down especially until the number of faulty I/O nodes be-
comes less than half of the initial I/O nodes.

KEY WORDS
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1 Introduction
In recent years, massively parallel systems with unprece-
dented number of processors are emerging in order to re-
alize a peta-scale computing environment by forming in-
terconnection networks. Torus topology has been widely
used as the high performance interconnection networks
in several parallel systems such as IBM Blue Gene [2],
Cray3T [3], and MIT J-Machine [4]. A torus network dou-
bles the bisection bandwidth of a mesh with the same radix
and dimension, and does not have the edge asymmetry of
the mesh where the central channels are significantly more
utilized than the edge channels. Therefore, a torus is a natu-
ral choice of regular topologies to achieve the performance
and load balance on diverse communication patterns.

In a heterogeneous node configuration of a network
that integrates processor and I/O nodes, a careful placement
of I/O nodes drastically improves I/O performance and re-
duces the effect on computation performance while achiev-
ing cost-effective and energy-efficient systems [5, 6]. As
the efforts of intelligent embedding of the I/O nodes, sev-
eral placement strategies have been studied as follows.

The perfect dominating set in 2D torus enables

the resource nodes (I/O) to cover all other non-resource
nodes (processor) with the minimum number of resource
nodes [7]. Also Bae and Bose presented a perfect distance-
t placement of resource nodes in torus network where ev-
ery non-resource node is at exactly distance-t or less to a
resource node using Lee distance error code [8]. They fur-
ther showed that the perfect distance-t placement is not pos-
sible in all of the 2D/3D torus networks, and proposed a
quasi-perfect distance-t placement as an alternative where
a non-resource node can be located within at most distance-
(t+1) to some resource nodes in [1, 9]. However, the
quasi-perfect placement cannot be generalized for a torus
that has a higher dimension than three, and is not optimal
when the number of resource nodes obtained is less than
the minimum bound of the perfect distance placement. As
well as the performance oriented design, it is important for
the system to be able to withstand a substantial number of
faults with less alteration of the pre-built network config-
uration. Most studies have focused on providing fault tol-
erance to only inter-processor communications with little
effort to I/O communications [10, 11]. In this paper, we in-
vestigate intertwined issues of both I/O node placement and
reliability for torus interconnection networks as follows.

1. Present a relaxed quasi-perfect I/O node placement to
find more flexible placement scheme than perfect and
quasi-perfect placement.

2. Provide a reliable I/O communication method in the
event of I/O node failures using the I/O placement
strategies including perfect and relaxed quasi-perfect
placement.

The rest of the paper is organized as follows. In Sec-
tion 2, we provide a brief background on I/O placement in
the torus network. We propose relaxed quasi-perfect place-
ment in Section 3, and fault-tolerant I/O message redirec-
tion scheme in Section 4. We present simulation results in
Section 5 and the conclusion is given in Section 6.

2 Background
A torus network can be categorized into as a k-ary n-cube
(Qn

k ) or a mixed radix n-cube (Tk0,k1,...,kn−1
). A k-ary n-

cube has equal number of nodes, radix k, in every n di-
mension, while at least one or more of the radix of each di-



Table 1. Summary of Perfect Distance-t Placements in
Torus

Dim. 1-distance 2-distance 3-distance t-distance
1 T3 T5 T7 T2t+1

2 T5,5 T13,13 T25,25 T2t2+2t+1,2t2+2t+1

3 T7,7,7 - - -

mension is not the same in a mixed radix torus. In a vector
notation, a node in Qn

k and Tk0,k1,...,kn−1
is represented as

X̂ = (xn−1, xn−2, ..., x0) such that xi ∈ {0, 1, ..., k − 1}
and xi ∈ {0, 1, ..., ki − 1} respectively, where 0 ≤ i ≤
n − 1.

Meanwhile, error detection and correction codes are
used to encode a codeword for detecting or correcting t er-
rors by adding redundant bits to the information bits. For
example, Lee distance (DLee) is applicable when the in-
formation digits are non-binary [12] and defined between
two length-n codes Û = (un−1, un−2, ..., u0) and V̂ =
(vn−1, vn−2, ..., v0) as following:

DLee(Û , V̂ ) =

n−1
∑

i=0

min((ui−vi) mod k, (vi−ui) mod k)

, where ui, vi ∈ {0, 1, ..., k−1}. Then, the linear code gen-
erated by Lee distance metric has a property that the mini-
mum distance among the codewords for detecting and cor-
recting t errors is 2t + 1. An important application of Lee
code is that a set of codewords of length-n can be gener-
ated over a linear n-dimensional vector space such that the
minimum distance among codewords is 2t+1, and the dis-
tance between a non-codeword and a codeword is t. With
this concept, several I/O node placements were developed
in a torus network using Lee distance code.

• perfect distance-t: Each processor node is exactly at
a distance-t or less to one I/O node. None of I/O nodes
are adjacent to each other [8].

• quasi-perfect (QP) distance-t: Each processor node
is either at exactly distance-t or less to one I/O node,
or at maximally distance-(t + 1) to one or some I/O
nodes [1, 9].

• j-adjacency: Each processor node has j adjacent I/O
nodes. It is also said to be perfect if each processor
node is adjacent to j I/O nodes and no I/O nodes are
adjacent to each other [8].

Other studies showed that these placements are only possi-
ble in some tori and thus cannot be generalized for all types
of n-dimensional tori [8, 9]. Table 1 gives a summary of
known torus configurations of perfect I/O node placement
for different distances and dimensions. Note that these are
a tiling block size and only multiple blocks of one tiling
block can be used to build a larger torus network.

3 Relaxed Quasi-Perfect Placement
In this section, we study two related topics for I/O
placement. First, we suggest a Relaxed Quasi-Perfect
(RQP) distance-t placement as an alternative if there exists
no configuration of perfect distance-t placement with
a given k-ary n-cube (Qn

k ) torus or mixed radix torus
(Tk0,k1,...,kn−1

). Second, we consider how to efficiently
place I/O nodes using the RQP placement when only
the number of available I/O nodes is given without any
limitation on the distance t. The definition on the RQP
placement is as follows.

Definition 1. (RQP distance-t placement) Relaxed quasi-
perfect (RQP) distance-t is an I/O palcement strategy with
the maximum numbers of processor nodes at a distance-t
to one or more I/O nodes while the remaining processor
nodes are at maximally distance-(t + 1) to some other I/O
nodes.

In other words let a, b be two I/O nodes, and Sa and
Sb be the set of processor nodes at distance-t or less from
each I/O node but not more than distance-(t+1) to a and b,
then Sa ∩ Sb 6= ∅, with some processor nodes at distance-t
or less to both a and b. This property relaxes a limitation
of one-to-one mapping between processor and I/O node at
distance-t in the existing perfect or quasi-perfect distance-t
algorithms. Also, the property enables the distance-t place-
ment for any size of torus network with the small number
of distance-(t + 1) placement.

3.1 RQP distance-t Placement in k-ary n-cube

We show how the RQP placement can be formed from the
perfect distance-t placement. Consider a k1-ary n-cube
torus network Qn

k1
having no perfect placement, which

means that k1 is not divisible by p and another Qn
k2

torus
with k2 = dk1

p
e × p such that k2 is divisible by p. Here, p

is the volume of a packing sphere with radius t and is the
number of processor nodes within a distance t or less from
an I/O node. For example, p is defined as p = 2t2 + 2t + 1

for 2D torus in [8] and p = (2t)(2t+1)(t+1)
3 + 2t + 1 for

3D torus in [9]. It is also shown that if a given radix
k is divisible by p, then there exists a perfect distance-t
placement in k × k torus networks [8].

Pseudo Algorithm for RQP distance-t Placement in Qn
k1

1. Construct a perfect distance-t placement for Qn
k2

.

2. Form Qn
k1

having RQP distance-t placement by elim-
inating each i − radix for all i ≥ k1 along each di-
mension of Qn

k2
.

3. Assign each processor node to an I/O node at distance-
t. If there is no I/O node at distance-t, a processor
node can be assigned to an I/O node at distance-(t+1).

To get all I/O node locations for perfect distance-t
placement, a parity check matrix H is used such that every



I/O node location X̂ satisfies (X̂ · HT mod p) ≡ 0, where
H = [2t2, t] for 2D torus [8] and the obtained locations
are equal to Lee distance t-error correcting codes. A
necessary condition for RQP is that there must exist a
perfect distance-t placement for a given t in n-dimensional
torus with a k2, which is larger than given k1. A RQP
can then be constructed for a Qn

k1
by building a perfect

distance-t placement in Qn
k2

larger than Qn
k1

in terms of
the size of radix k by eliminating redundant radix positions
in each dimension of Qn

k2
.

Theorem 1. The number of I/O nodes required for RQP is
equal to the minimum bound M for the perfect distance-t.

Proof. As defined in [8], the minimum bound M refers to
the minimum number of I/O nodes required for construct-
ing the perfect distance-t placement and can be obtained by
M ≥ N

p
, where N = kn and p is the volume of a packing

sphere with radius t. According to the necessary condition
for RQP, we know that RQP is constructed using the same t
and n with the perfect distance-t placement. If k is divisible
by p, the perfect and RQP placements are the same. Oth-
erwise, RQP assigns some I/O nodes out of M I/O nodes
to some processor nodes at distance-(t + 1), while no per-
fect distance-t placement exists with M . This is possible
by relaxing the constraint of one-to-one mapping between
a processor node and an I/O node, which is the main idea
of the RQP placement. Since the M calculated using the
given t, n and k for the perfect and RQP placement is same,
the minimum bound remains same between the perfect and
RQP placement.

The number of I/O nodes obtained through the quasi-
perfect placement is lower than that in the perfect distance
placement. Theorem 1, hence, implies that the RQP place-
ment is better than the quasi-perfect placement in terms of
the average distance between processor and I/O nodes. Fig-
ures 1 and 2 1 show the construction of RQP distance-1 for
Q2

8 and Q3
4. Figure 1-(a) is a perfect distance-1 place-

ment for Q2
10 before constructing RQP distance-1 Q2

8. I/O
nodes are represented by black circles and all cross points
represent processor nodes. From the perfect distance-1
placement, all radices ≥ 8 are eliminated resulting in RQP
distance-1 for Q2

8 in Figure 1-(b). A square node is a pro-
cessor node that is at distance-2 from an I/O node. Simi-
lar procedure is applied to get RQP distance-1 in Q3

4 using
perfect distance-1 in Q3

7 and the result is shown in Figure 2.
For this construction, two parity check matrices H = [1, 3]
and H = [1, 2, 3] are used to construct perfect distance-1
placement for Q2

5 and Q7
7, relatively.

3.2 Distance-t Placement in Mixed Radix Torus

There exists no perfect distance-t in mixed radix torus
Tk1,k2,··· ,kn

when one of radix k1, k2, · · · , kn is not divis-
ible by p. We can construct a RQP if no perfect distance-t
exists by forming a perfect distance-t in torus Tq1q2···qn

,

1We do not draw wrap-around links in each dimension.

(a) Row/Column Elimination (b) RQP distance-1 in Q2
8

in Perfect distance-1 for Q2
10

Figure 1. RQP distance-1 Construction for Q2
8

Plane 0 Plane 1 Plane 2 Plane 3

Figure 2. RQP distance-1 in Q3
4

where qi =
(

dki

k
e × k

)

for 1 ≤ i ≤ n. Their RQP
distance-t placement follows the same procedure with the
construction of RQP placement for k-ary n-cube network
along every dimension in Tq1,q2,··· ,qn

. All other properties
remain the same as k-ary n-cube.

3.3 I/O Placement with a Given Number of I/O Nodes

In the previous section, we described RQP distance-t place-
ment with a given distance value t for a particular size of
torus network. However, there might be some cases where
there is constraint on the number of available I/O nodes. In
particular, we solve this problem of I/O node placement in
torus network when the number of available I/O nodes is
different from the required minimum bound of the perfect
distance-t placement using the suggested RQP distance-t
placement.

Consider a torus configuration T (Qn
k or

Tk0,k1,...,kn−1
) with a given number of I/O nodes, W .

Also, let t be a positive integer such that Mt, the min-
imum bound for the perfect distance-t, is the smallest
integer greater than or equal to W , and Mt+1 is the
largest integer less than or equal to W assuming t < k/2
for some radix-k in T . If Mt is closer to W than Mt+1,
(|Mt−W | < |W−Mt+1|), then we first construct a perfect
or RQP distance-t placement for T and remove some I/O
nodes to get W I/O node placement. Otherwise, if Mt+1

is closer to W than Mt (|Mt − W | < |W − Mt+1|), we
construct a perfect or RQP distance-(t+1) placement for T
with addition of some I/O node locations to obtain W I/O
nodes placement. However, if |Mt − W | = |W − Mt+1|,
then either addition or deletion procedure can be used. The
procedures for adding or deleting I/O nodes are as follows.

Case I: Deletion Procedure (|Mt − W | < |W − Mt+1|)

1. Construct a perfect distance-t if each radix k of the
given torus T is divisible by p. Otherwise, construct a
RQP distance-t placement.



2. In the I/O placement built in (1), delete an I/O node
with the smallest radix address. For the RQP place-
ment, choose a pair of I/O nodes that are located at
distance 2t+1 from each other and delete one of them.

3. Find and mark I/O nodes as undeletable that locate at
distance t + 1 from the processor nodes that locate at
distance t from currently deleted I/O node.

4. For unmarked I/O nodes, repeat (2) and (3) until the
remaining number of I/O nodes is equal to W .

5. If the number of remaining I/O nodes is still greater
than W , then repeat (2) and (3) with marked I/O nodes
until it is equal to W .

Case II: Addition Procedure(|Mt − W | > |W − Mt+1|)

1. Construct a perfect distance-(t + 1) if each radix k of
torus T is divisible by p. Otherwise, construct a RQP
distance-(t + 1) I/O node placement.

2. For a perfect distance-(t+1) placement, mark all pro-
cessor nodes at distance-(t + 1) to an I/O node.
2.1 Among all marked processor nodes, make one

with the smallest radix an I/O node if it is at dis-
tance t or less to 2n − 1 other marked processor
nodes, where n is the dimension of the torus.

2.2 Unmark other marked processor nodes at dis-
tance t to the added I/O node.

2.3 Repeat (2.1) and (2.2) until the number of I/O
nodes is equal to W . Otherwise, repeat the pro-
cess with distance-t.

3. For RQP distance-(t + 1), find and mark processor
nodes at distance t + 2 to an I/O node.
3.1 Make any marked processor node an I/O node

location if none of other marked processor nodes
are at distance t + 2 to it.

3.2 Unmark any marked processor node with at most
distance t + 1 to the I/O node. Continue proce-
dure (3.1) and (3.2) until no processor node can
be unmarked.

3.3 If the number of I/O nodes is still less than W ,
then repeat (2.1) to (2.3).

(a) Perfect distance-1 (b) 16 I/O nodes

Figure 3. Deletion Procedure

Figures 3 and 4 illustrate the deletion and addition
procedures using Q2

10 with W=16 and W=12, respectively.
With t=1 and t=2, the minimum bounds are 20 and 8 I/O
nodes. The deletion procedure is used since 16 is closer to
20. In Figure 3 (a), a perfect distance-1 is first constructed

(a) RQP (b) 12 I/O nodes
Perfect distance-2

Figure 4. Addition Procedure

with 20 I/O nodes. Starting with I/O node (0, 0), all I/O
nodes denoted as gray circles are deleted to form the orig-
inal placement as shown in Figure 3 (b). Likewise, the ad-
dition procedure is used when W=12 by first constructing
RQP distance-2 with 8 I/O nodes. Some processor nodes
with distance-3 are made as I/O nodes until no processor
nodes are at distance-3. Afterward, the procedure is ap-
plied to processor nodes with distance-2 to form the final
placement.

4 Fault Tolerance to I/O Communication

The development of a fault tolerance capability with re-
spect to I/O nodes is important to minimize additional I/O
latencies that may be incurred as a result of failures. In
this section, we show that our I/O placement scheme can
be easily extended to an alternative against I/O node faults.
We assume that a fault occurs only in I/O nodes while the
router in the node is still active. Furthermore, we define
default I/O nodes as the I/O nodes acquired by one of per-
fect or RQP placement and alternative as the next shortest
distance I/O node except the default I/O nodes.

Perfect distance-t and RQP provide redundancy that
is a key element in design of the fault tolerant system as
depicted in Theorem 2.

Theorem 2. In a perfect distance-t placement, a proces-
sor node at distance 0 < r ≤ t from its default I/O node
has n alternative I/O nodes at distance d − r except a de-
fault I/O node, where n is the number of dimension, d is
the minimum Lee distance among I/O nodes, and r is the
distance between an affected processor node and its default
I/O node.

Due to space limitation, we give the proof for the
theorem 2 in [13]. The RQP distance-t also exhibits the
same redundancy properties as proved in [13]. The correct-
ness of the Theorem 2 can be demonstrated in Figure 6.
Figure 6 (a) shows five I/O nodes required for the perfect
distance-1 placement. Taking I/O node J(1,2) as a reference
point, each of three remaining I/O nodes I, K, and L has
exactly Lee distance 3, the minimum distance for perfect
distance-1 to node J. Figure 6 (b) shows the redundancy in
RQP distance-1. Processor node X is at distance-1 to two
other I/O nodes and a processor node Y is at distance-2
to other three I/O nodes. Among those n alternative I/O
nodes, a processor node with a faulty default I/O node can



J (1,2)

K (2, 4)

X (2,2)

L (3,1)

I (0,0)

X
Y

(a) Perfect distance-1
in Q2

5 (b) RQP distance-1 in Q3
4

Figure 5. Redundancy in Perfect and RQP

Table 2. Simulation Parameters

Torus Network Size 8× 8, 4× 8, 4× 4× 4

Physical Link Bandwidth 2.5 Gbps
Physical Links 4 (2D) or 6 (3D)

VCs / Physical Link 16
Buffer Size 256 flit buffers

Flit Size 256 bits
Processor Message Size 32 flits

I/O Message Size 128 flits
Switching Mechanism Packet Switching

Routing Deterministic (E-Cube)

select a new default I/O node considering a load balanc-
ing for channels and I/O nodes. We can achieve this by
dimension-order selection like deterministic routing algo-
rithm. Whenever a processor node has more than one alter-
nate I/O nodes, it selects an I/O node with the same radix
position in the lowest dimension (X). If there is no alter-
nate one, it checks in the next higher dimension (Y) and so
on. When no I/O nodes fall on the same radix, then the next
radix positions adjacent to the current radix position will be
searched until an I/O node is found. A detailed algorithm
can be found in [13].

5 Performance Results

In order to analyze the effect of RQP placement of I/O
nodes in a torus network, we adapt a cycle accurate sim-
ulator developed in [14] for our purpose. The simulator
generates both processor and I/O messages at a specific
inter-arrival time that follows an exponential distribution.
The main parameters used are as shown in Table 2.

5.1 RQP vs. QP Placements

In order to measure the effectiveness of our relaxed quasi-
perfect (RQP) compared to quasi-perfect placement (QP),
we simulated a 8×8 torus (Q2

8) for RQP and QP distance-1
placements. Each I/O placement strategy was simulated at
constant 10% and 20% I/O ratio while varying the offered
input load as shown in Figure 6.

At constant 10% I/O ratio, the difference in the aver-
age I/O network latency for both schemes is small at low
input load. However, as the input load increases, there is
a clear gap between RQP and QP with RQP maintaining

lower average latency until it reaches the saturation point.
RQP saturates the network at 60% input load, while QP
does at 45% input load. At constant 20% I/O ratio, the dif-
ference is clearer with RQP maintaining lower average la-
tency while QP quickly enters saturation at 25% input load
compared with 40% input load in RQP.
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5.2 RQP vs. Base Placements

We analyze the performance benefit of careful placement of
I/O nodes within torus networks using RQP especially for
those networks that have no perfect distance-t placement.
Figure 7 shows the effect of RQP placement on the average
network latency compared with the Base placement in 8×8
torus (Q2

8) and 4 × 4 × 4 torus (Q3
4) at constant I/O ratio

10% and 20%. Here, the Base placement is used for com-
parison such that I/O nodes are concentrated at the base
radix or plane of torus network. For example, nodes of
(k − 1, i), 0 ≤ i ≤ k − 1 are used for I/O node in 2-
dimension torus network Q2

k. Clearly, RQP outperforms
the base placement with substantially lower average I/O
network latency even at low input load. The base place-
ment becomes saturated faster than the RQP placement for
both 10% and 20% I/O ratio workloads. Note that Q3

4 has
a higher saturation point than Q2

8, since the bisection band-
width is increased two times.

We also observe the effect of I/O ratio on the perfor-
mance of RQP, at constant input load for Q2

8 and Q3
4. Fig-

ure 8 (a) shows the results obtained for RQP distance-1 in
Q2

8 at 15% and 25% input load. At 15% input load, increas-
ing the I/O ratio has little effect on the average network
latency of RQP but the effect is significant for a base place-
ment especially at high I/O ratio of above 40%. At 25%
input load, there is a linear increase in the latency for both
schemes while RQP still maintains lower latency than base
scheme. A similar result is observed with Q3

4 as shown in
Figure 8 (b). However, at higher input load (25%), the ef-
fect of increasing I/O ratio is more significant than in the
two dimensional torus.
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Figure 7. RQP vs. Base with Varying Input Load
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Figure 8. RQP vs. Base with Varying I/O Ratio

5.3 I/O Placement and Fault Tolerance

We analyze the effect of our fault tolerance scheme based
on perfect or RQP I/O placement in the presence of faulty
I/O nodes. A Q3

4 torus network is simulated with RQP
distance-1 placement while I/O nodes are randomly made
faulty. We compare the slowdown obtained with 1, 2, 3,
and 4 faulty I/O nodes relative to when there are no faulty
I/O nodes. Relatively small performance degradation is ob-
served with up to 3 faulty I/O nodes in Figure 9. In general,
we can conclude the fault tolerant redirection scheme pro-
vides a small slowdown, when the number of available I/O
nodes is greater than half of the required minimum lower
bound for a distance-t placement.

6 Conclusion
In this paper, we proposed relaxed quasi-perfect (RQP)
distance-t placement that loosens the constraint of one-to-
one mapping between processor and I/O nodes when there
exists no perfect distance-t placement for a particular torus
network. We also implemented an algorithm for the fault
tolerance using the I/O placement schemes to provide min-
imal slowdown in the event of I/O node failures. Based on
our simulation results, RQP outperforms both QP and the
simple base I/O placement strategies. The design of redi-
rection also proved its benefits on the performance. For fu-
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Figure 9. Effect of Faulty I/O Nodes

ture work, we plan to explore reliability issues in presence
of link failure.
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